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Abstract

With the rapid development of Vision-Language Models
(VLMs), there is a growing demand for automatic analysis
of structured visual data. Charts and tables carry quan-
titative information through regular layouts, explicit num-
bers, and chart-specific reading patterns, yet current VLMs
still underuse these properties, often causing value errors
and unreliable analysis. To overcome these limitations,
we propose Twin-T, a two-stage expert VLM for com-
prehensive chart-table tasks across Image, LaTeX, and
Python. In stage 1, we propose a dual-head image en-
coder that can separate structural cues and fine details
from input images. In stage 2, we propose MINT, a prefer-
ence learning method that emphasizes numerical and key-
word fidelity, as well as vision-text matching. Further-
more, we introduce a comprehensive TwintVQA benchmark
with 17 chart types, 11 task types, 3 data formats, and
short / medium / long QA settings. Our model narrows
the gap between open-source and closed-source models on
mainstream chart–table benchmarks, outperforming open-
source models while even remaining competitive with GPT-
4o and Gemini-2.5-Pro. More details are available at the
https://github.com/Samsara-1999/Twin-T-TwintVQA.

1. Introduction
Vision–Language Models (VLMs) have shown steady gains
on many visual downstream tasks [4, 6, 23, 36, 37, 49]. As
practical use grows, the need to automatically analyze struc-
tured visuals such as charts and tables is rising [7, 46]. In
real settings, charts and tables are primary carriers of quan-
titative information. Their understanding depends on two
complementary types of signals: structure, such as axes,
grids, headers, and layouts, and details, such as values, leg-
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(a) Comparison across public chart–table benchmarks. Red labels mark
our proposed TwintVQA benchmark, we compare chart–table expert
VLMs and mainstream general-purpose VLMs.

576.2

719.94

667.08
714.89

563.22

724.26

580.65

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 27 106 107

100

200

300

400
500

600

700

Ov
era

ll  
Per

for
ma

nce

VLMs Parameters Size (B)

 Twin-T (Ours)
 Gemma3
 Kimi-VL
 LlamaV
 Ovis
 Phi4-Vision
 Qwen2.5-VL
 SAIL1.6-VL
 LLaVA-Next
 LLaVA-1.5
 ChartLlama
 ChartVLM
 ChartGemma
 ChartCap
 ChartAst
 SynTab
 GLM-4.5V
 GPT-4o
 GPT-4o-Mini
 Gemini-2.5-Pro
 Gemini-2.5-Flash

(b) Overall chart–table performance vs. model size. “⋆” represents our
Twin-T model; “ ” represents general-purpose VLMs; “■” represents
chart–table expert VLMs; “▲” represents API models.

Figure 1. Our Twin-T (1B/7B) VLM outperforms other models on
chart–table tasks. It surpasses GLM-4.5V-106B and is even com-
petitive with GPT-4o and Gemini-2.5. Zoom in for more details.

ends, colors, and local marks. In human analysis, structural
cues often serve as a global scaffold for interpreting detailed
evidence. Inspired by this functional role, these raise a cen-
tral question: how can we enable VLMs to jointly capture
structure and details to generate reliable chart-table anal-
ysis like humans?

However, existing general-purpose VLMs and chart-
table expert models still show clear gaps [24, 28]. First,
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most methods rely on generic visual pathways and let a sin-
gle encoder implicitly mix structural cues and fine-grained
details. This design lacks an explicit chart-table inductive
bias and makes it harder to align global layouts with lo-
cal values, legends, and text regions. Existing methods add
auxiliary tokens, linear layers, or routing modules [15, 41],
while others insert fusion blocks across visual layers [29].
However, these designs still do not explicitly separate and
control the interaction between chart-table structure and de-
tail cues. Second, real-world chart-table data contain rich
numerical information, but existing models are often not
sufficiently sensitive to numbers. They mainly focus on vi-
sual content, yet often struggle to read values accurately,
which reduces reliability in practical settings [8, 14, 50].

To overcome these limitations, we propose Twin-T, an
expert VLM for charts and tables QA. We train Twin-T in
two stages for more reliable chart-table understanding and
generation. Stage 1 focuses on visual enhancement by in-
troducing a dual-head image encoder: one head captures
structural information, and the other captures fine details.
We fuse the two image embeddings using a Schur-style up-
date [32]. The fused visual tokens are then fed into the text
decoder via supervised instruction tuning, which aligns the
additional image encoder and original text decoder to chart
and table distributions. Stage 2 further focuses on high-
quality text generation, which employs MINT (Modality-
Integrated Numeric and Text reinforcement for reliable
generation), a preference learning method that improves nu-
meric fidelity, encourages low-entropy distribution on out-
put tokens logits, and increases text-vision matching level,
leading to more reliable generation.

Furthermore, we build the TwintVQA benchmark to
evaluate VLMs across multiple tasks and data formats. Our
benchmark covers 11 tasks and 17 chart types, supports
Image, Python, and LaTeX formats, and includes short,
medium, and long QA settings. We release Twin-T-1B
and Twin-T-7B to advance community research on VLMs
across multiple parameter scales, as shown in Fig.1.

Our contributions are as follows:

• We propose Twin-T, a two-stage trained chart–table VLM
with a dual-head image encoder and MINT preference
learning that separates structural and detailed information
and generates reliable numbers and text.

• We release the TwintVQA benchmark that spans 11 tasks
and 17 chart types, with 3 chart-table formats (Image,
Python, LaTeX) and short / medium / long QA lengths.

• Twin-T shows leading performance on mainstream
chart–table benchmarks, outperforming open-source
VLMs and surpassing GLM-4.5V-106B, while remaining
competitive with GPT-4o and Gemini-2.5. We release 1B
and 7B models to advance community research on VLMs.

2. Related Works
General-Purpose VLMs: Most general-purpose VLMs
connect a visual encoder to a text decoder through a pro-
jection connector and are typically trained with large im-
age–text pairs followed by instruction tuning for conver-
sational reasoning [5, 49]. LLaVA [21] established the
standard recipe of visual instruction tuning, where GPT-
4V [17] generates multimodal instructions that are used
to align a CLIP [34] image encoder with an Large Lan-
guage Model (LLM) for open-ended QA, enabling strong
zero-shot performance across tasks. The Qwen-VL series
[3] extends this architecture with a dedicated image recep-
tor, and a three stage training pipeline on multilingual data.
Ovis [26] focuses on structural alignment between visual
and textual embeddings, adds preference-tuned reasoning,
and supports large image inputs, reflecting a move toward
compact but competitive VLMs. Despite competitive per-
formance results across many domains and tasks, general-
purpose VLMs can still fall short in specific domains com-
pared with expert models [22], often due to limited domain
knowledge and insufficient answer granularity [35].

Charts and Tables Expert VLMs: As the demand for
automated data analysis grows, charts and tables have be-
come central representations. Expert models for charts and
tables are advancing rapidly [7]. ChartLLama [15] builds on
LLaVA [21] and adds large-scale chart–table pretraining in
captioning and structure tasks, which improves chart–table
performance. ChartVLM [41] couples a versatile bench-
mark ChartX with a foundation model oriented to inter-
pretable, chart-specific reasoning across multiple types and
tasks, showing competitive results against both general and
chart-specialized baselines. ChartAst [29] follows a two-
stage recipe that pre-trains “chart to table” parsing to align
visual patterns with symbolic structure, then performs mul-
titask instruction tuning for zero-shot chart understanding.
Despite these advances, expert models still show two clear
gaps: (1) Most VLMs do not explicitly integrate chart-table
specific structure into training, instead relying on “one size
fits all” recipes with little task-aware supervision [13, 47].
(2) Existing benchmarks also cover too few task and chart
types, and they emphasize short answers, so that cannot
fully evaluate models performance [19, 27].

3. Methods
We propose Twin-T (1B/7B), a chart–table expert VLM
built on Ovis2-1B and Qwen2.5-VL-7B with a dual-head
image encoder. Our training has two stages: Stage 1 sepa-
rates and fuses structural and detail embeddings, and aligns
the fused visual embeddings with text decoder. Stage 2 ap-
plies our MINT, a novel preference learning method that
focuses on generation precision.
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   Q: First, analyse the image. Then answer my question: which qualification shows the largest gender gap (male minus female),
and by how many percentage points?

Stage 1: Dual-Head Visual Encoding Stage 2: MINT Preference Learning

Rejected ResponseChosen Response

Preparation: Dataset Construction

Structural Images

    Q: What is the largest number of entries indicated by a bubble size in the legend?
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A: The image is a bubble chart titled "A-vs-
B(Down) KEGG Enrichment top 20". It compares
groups A and B ... ...

### Chart Types and Axes:
- Chart Type: Bubble chart
- X-Axis: Enrichment Score
- Y-Axis: Enrichment Pathway ... ...
### Legend and Data Representation:
- Number of entries is encoded by bubble size.
- Legend sizes: 10, 20, 30, 40, 50, 60 ... ...
### Relationships:
- Position → score and category; size → entries;
color → p-value ... ...

In summary, the answer is: 60

Step 1 Datasets Example

Step 2 Datasets Example
Q: Which qualification shows the largest gender gap (male minus female), and by how many percentage points?

Chosen response:
Skilled Vocational Diploma, 80 percentage points. 
<evidence>
* Skilled Vocational Diploma: 90 vs 10 → difference = 90 - 10 = 80 (male
greater)
* Undergraduate Diploma: 30 vs 70 → difference = 30 - 70 = -40 (female
greater)
* Bachelor’s Degree: 55 vs 50 → difference = 55 - 50 = 5 (male greater)
* Postgraduate Diploma: 70 vs 30 → difference = 70 - 30 = 40 (male greater)
* Masters Degree: 60 vs 40 → difference = 60 - 40 = 20 (male greater)
  Max difference by male minus female = 80 at Skilled Vocational Diploma.
</evidence>
Rejected response:
Postgraduate Diploma, 50 percentage points. 
<evidence>
* Postgraduate Diploma: 70 vs 30 → 70 - 30 = 50
* Skilled Vocational Diploma: 90 vs 10 → 90 - 10 = 60
* Undergraduate Diploma: 30 vs 70 → 30 - 70 = -20
  Largest is 50 at Postgraduate Diploma.
</evidence>

Skilled Vocational Diploma, 80 percentage points. 
<evidence>
* Skilled Vocational Diploma: 90 vs 10 →
difference = 90 - 10 = 80 (male greater)
* Undergraduate Diploma: 30 vs 70 → difference =
30 - 70 = -40 (female greater)
... ...
Max difference by male minus female = 80 at
Skilled Vocational Diploma.
</evidence>

Postgraduate Diploma, 50 percentage points. 
<evidence>
*Postgraduate Diploma:70 vs 30 → 70 - 30 = 50
*Skilled Vocational Diploma:90 vs 10 → 90 - 10 = 60
*Undergraduate Diploma:30 vs 70 → 30 - 70 = -20
 Largest is 50 at Postgraduate Diploma.
</evidence>

The qualification with the largest gender gap is
"Skilled" at 80 percentage points.

Model Output

Chosen Response

Rejected Response

Numeric-Keyword

80
90

75
50

60

60 50
75
90

80

Figure 2. Workflow of our Twin-T VLM for chart–table QA. From left to right we show dataset examples used for Stage 1 and Stage
2 training. Stage 1 builds a novel dual-head visual encoder: besides the original image, a structural image is passed through the image
encoder; a parameter-free Schur-style module inserted between the image encoder and the connector, softly gates and removes structural
directions to obtain a image details embedding, then fuses structural and detailed image embedding into fused visual embedding. This
stage adapts the whole VLM to the novel dual-head pathway and fusion. Stage 2 improves generation precision via preference learning on
chosen vs. rejected responses: it upweights numeric and comparator tokens, encourages low-entropy logits on number tokens, and enlarges
text–vision alignment (red curve). Zoom in for more details.

3.1. Stage 1: Dual-Head Visual Encoding

Our Motivation: We draw inspiration from how humans
read charts and tables. For example, when viewing a pie
chart, the first impression is the proportion among parts,
only then do we focus on colors or specific numbers to com-
plete tasks. We want VLMs to similarly separate and then
integrate structures and details from the input images.

We propose a dual-head visual encoding and fusion
method to capture structural information and details: edges,
straight lines, and frames, tends to yield greater pixel mag-
nitudes in the input image. To quickly capture structural
(high-frequency) cues, we compute a structure image from
the raw image employing the Canny method [10], then feed
both the raw image and the structure image into the image
encoder separately, using the shared and trainable image en-
coder to obtain a structural embedding EStru ∈ RB×Nvis×Dvis

and an image embedding EImg ∈ RB×Nvis×Dvis , where B
is the batch size, Nvis the number of visual tokens, and
Dvis the token embedding dimension. Note that EImg ag-
gregates both image structures and details information. To
separate EStru from EImg and obtain a details embedding
EDet ∈ RB×Nvis×Dvis , we proceed as follows.

Structure-based soft gate. We use a soft gate because
structural cues extracted from edge maps are not always re-
liable, and their contribution should be adjusted adaptively.
For the t-th token in the b-th batch, we estimate structural
strength by the norm of the structural embedding:

∥EStru[b, t, :]∥2 =

√√√√Dvis∑
d=1

(
EStru[b, t, d]

)2 (1)

This norm directly measures activation strength across
embedding dimensions. However, the Canny derived struc-
tural image often carries spurious edges and background
artifacts, Our Appendix has shown that this raw structural
embedding can reduce performance. To further purify struc-
tural information from EStru, we smooth EStru and apply a
structural soft gate to suppress noise and stabilize fusion:

wStru[b, t] = σ
(
α
(
∥EStru[b, t, :]∥2 − τ

))
(2)

where α > 0 is a temperature, τ is a structure threshold,
and σ is the sigmoid [48] that avoids instability from hard
thresholds. A larger embedding value yields wStru[b, t]→ 1
and the smaller value yields wStru[b, t]→0, thereby increas-
ing the discriminability of structural information. We then
define the detail gate as wDet[b, t] = 1− wStru[b, t].

Schur-style fusion. We adopt Schur-style fusion be-
cause element-wise interaction can better preserve the con-
sistent information shared by structure and detail features.
We view EImg as the sum of a structure embedding and a
detail embedding. To reduce structural leakage on the EImg,
we first project away the structural direction, while preserv-
ing the detail direction, and then apply gated fusion. Image
embeddings lie in a vector space, l2 normalization removes
magnitude while keeping direction. We therefore take the
structural unit direction u and the retention factor γ:

u[b, t] =
EStru[b, t]

∥EStru[b, t]∥2 + ε
, γ[b, t] =

∥EStru[b, t]∥22
λ+ ∥EStru[b, t]∥22

(3)

where ε prevents division by zero (we set 1e−6) and λ con-
trols structural preservation so that larger λ retains a smaller
structural portion. We then define the projection onto the

4852



Table -> Latex (T2L) Chart -> Python (C2P) Image Analysis (IA) Latex Analysis (LA) Python Analysis (PA)

Multiple Choice (MC) Numerical QA (NQA)Image Summary (IS) Latex Summary (LS) Python Summary (PS) Open QA (OQA)

Task Types

Length Types

Table Heatmap Gantt Box Radar Donut Sankey Scatter Rose

Bar Pie Line Bubble Waterfall Stacked Candle

Image Types

Composite

Short Medium Long

4610

265 66

3865

953

123

78.2%Pe
rc

en
ta

ge

19.3% 2.5%

93.3%

5.4%

1.3%

Question Token Length
Answer Token Length

Figure 3. Overview of our TwintVQA benchmark. It covers 17 image types (e.g., bar, pie, line, bubble, heatmap, radar, donut, sankey,
scatter, rose, box, waterfall, stacked, candle, gantt, composite, table) and 11 task types across 3 data formats (Image, LaTeX, Python),
including Table→ LaTeX (T2L), Chart→Python (C2P), Image / LaTeX / Python Analysis and Summary (IA / LA / PA and IS / LS / PS),
Multiple Choice (MC), Numerical QA (NQA), and Open QA (OQA). The right panel shows the length distribution for questions and
answers with three bands: Short (0, 256], Medium (256, 1024], and Long (1024, 4096] tokens. Zoom in for more details.

structural direction u[b, t] as proj(x) = (x ·u[b, t])u[b, t].
We futher apply a Schur-style fusion to remove the struc-
tural component from the EImg , more details about Schur-
style are provided in our Appendix:

EDet[b, t] = EImg[b, t]−γ[b, t]wStru[b, t]
2︸ ︷︷ ︸

adaptive removal

proj
(
EImg[b, t]

)
(4)

We use adaptive removal to reduce redundant structural
information in the raw-image features, so that the fused
representation can better preserve complementary details.
Here γ[b, t] is an adaptive scaling factor so that stronger
structure implies stronger removal, and wStru[b, t]

2 further
emphasizes highly structural positions while leaving weak-
structure tokens nearly unchanged. Intuitively, when t-
th token is structure-dominated, subtracting the projection
of EImg[b, t] onto u[b, t] suppresses structural leakage and
shifts the representation toward fine details in EDet.

Efuse[b, t] = wDet[b, t] EDet[b, t] + wStru[b, t] EStru[b, t] (5)

Compared with directly using EImg, this design separates
structural and detail cues before fusion. In Stage 1, the
model is trained with cross-entropy to generate the target
answer based on Efuse. Finally, Efuse is fed to the connector
and text decoder.

3.2. Stage 2: MINT Preference Learning
Our Motivation: To further optimize the generated text,
we build a preference dataset based on Stage 1 dataset and
train with MINT. For each question, we provide two la-
bels: a chosen response and a rejected response. We op-
timize Twin-T to prefer the chosen response during the

training process. MINT contains two components: a Nu-
meric–Keyword Preference that strengthens accuracy on
numbers and keywords, and a Text-Vision Evidence Pref-
erence that increases text–vision matching level. Building
on Stage 1 alignment, Stage 2 trains only the text decoder.

3.2.1. Numeric-Keyword Preference

Most chart-table tasks revolve around numbers: reading
values, comparing data, computing differences or ratios,
and tracking trends. As shown in the ablations Tab.6, the
Stage 1 model still errs on numeric tokens and compara-
tor words. To address this, we introduce a token-level
method that concentrates training on numeric tokens and
comparator keywords (e.g., greater, smaller), encouraging
the model to focus on these positions.

Let Mnum[b, t] ∈ {0, 1} and Mkey[b, t] ∈ {0, 1} be masks
for numeric and comparator keywords in the chosen and
rejected labels. We form a per-token weight W[b,t], normal-
ized within each training sample to have mean ≈ 1:

W [b, t] = norm
(
1 +Mnum[b, t] +Mkey[b, t]

)
(6)

Let ℓch
[b,t] and ℓrj

[b,t] denote the output logits of the “gold
token” at [b, t] under the chosen and rejected responses re-
spectively. Here, “gold token” specifically refers to masked
token (i.e., indices with Mnum[b, t] = 1 or Mkey[b, t] = 1).
We want Twin-T to imitate the chosen response rather than
the rejected one, especially on critical numeric and compar-
ison tokens. We introduce a contrastive loss of numeric-
keyword LNK. LNK explicitly forces the chosen response to
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score higher than the rejected one on those tokens.

LNK =
1

N

N∑
t=0

W[b,t]

[
− (ℓch

[b,t] − ℓ
rj
[b,t])

]
+

(7)

where N is the total number of tokens. Direct prefer-
ence learning usually treats all generated tokens as equally
important [44]. In chart-table QA, style tokens and filler
phrases are often not critical, but numeric values, units, and
comparative expressions are crucial for correctness. We
therefore employ a weight W that up-weights those gold to-
kens, so that the gradients focus on factual accuracy rather
than surface phrasing.

To further stabilize copying or computing numbers
from the input image, we explicitly reduce logits entropy
at numeric positions. Let the model output logits be
logits[b, t] ∈ RV with vocabulary size V , and p[b, t](v) =
softmax(logits[b, t])[v]. Define entropy H[b,t]:

H[b,t] = −
V∑

v=1

p[b, t](v) log p[b, t](v) (8)

Let P be the index set of numeric positions in the cho-
sen response. The low-entropy regularizer is LEnt =
1

|P|
∑

t∈P H[b,t]. The overall numeric-keyword preference
loss combines the weighted hinge contrast and the entropy
penalty: LNKp = LNK + LEnt.

3.2.2. Text-Vision Evidence Preference
To make answers more reliable, we constrain the cho-
sen response to concentrate on visual evidence so that the
text is supported by facts in the figure (e.g., data val-
ues, curves, and annotations). We wrap the evidence
span in each response, for example, suppose that a chart
shows a city’s population: 0.50M in 2024 and 0.52M in
2025. If the question asks for the relative growth from
2024 to 2025, We do not simply want the model to out-
put a final value such as 4%. Instead, we want Twin-
T to learn and expose the actual computation process,
thus the chosen response includes “<evidence> (0.52
- 0.5)/0.5 = 4% </evidence>”. By contrast,
the rejected response contains coarse or incorrect evi-
dence, e.g. “<evidence> (0.52 - 0.5)/0.5 =
3% </evidence>”.

Let Mattxt-vis ∈ RNtxt×Nvis be the cosine similarity ma-
trix between the last-layer hidden states of text tokens and
visual tokens. We aggregate only the response tokens within
the evidence span. For batch b:

µ(Mattxt-vis[b]) =
1

|R|
∑
t∈R

max
1≤j≤Nvis

Mattxt-vis[b, t, j] (9)

where R is the index set of tokens within the
<evidence>...</evidence> span of the chosen and re-
jected response, and the row Mattxt-vis[b, t, :] gives the co-
sine similarities between the t-th evidence text token and all

visual tokens. We then define a text-vision matching loss
LTV on chosen (ch) versus rejected (rj) responses:

LTV =
1

B

B∑
b=1

[
−
(
µ(Match

txt-vis[b])−µ(Mat
rj
txt-vis[b])

)]
+

(10)

When µ of the chosen response exceeds that of the rejected
response, the loss is small, indicating stronger text-vision
matching on the evidence span. The final MINT loss is
LMINT = LNKp + LTV.

Overall, MINT preference learning steers Twin-T toward
three behaviors: higher numeric accuracy, more stable num-
ber logits, and stronger text–vision matching, which to-
gether deliver stronger chart–table tasks performance.

4. Experiments and Analysis
We collected ∼40K chart-table images from public web
sources. Using our question templates, we prompt GPT-4o
to generate five QA pairs per image, yielding ∼200K QA
pairs in total. For evaluation, TwintVQA’s images are col-
lected from arXiv papers and web data and then manually
screened, resulting in ∼5K charts and tables that closely re-
semble real-world cases. There is no overlap between the
training and benchmark QA pairs. All experiments run on
NVIDIA A800 GPUs and are repeated three times, we re-
port the average performance.

4.1. Datasets Construction
The TwintVQA is a comprehensive benchmark to evaluate
VLMs on chart-table tasks. In the evaluation process, each
QA pair is scored by GPT-4o-Mini on a scale from 0 to 1,
and we report the final score as the mean of all scores (con-
verted to percentage). Our benchmark details are shown
in Fig.3. In summary, our TwintVQA benchmark contains
4,941 questions, covers 17 chart types and 11 tasks, sup-
ports 3 data formats (Image, Python, LaTeX), and includes
short, medium, and long QA lengths.

4.2. Benchmarks Evaluation
TwintVQA and Public Benchmarks. We evaluate Twin-T
(1B/7B) on our TwintVQA and on other public chart-table
benchmarks: AI2D [18], CharXiv [40], ChartMimic [45],
ChartQA [27], LogicVista [42], OCRVQA [30], SEED-
Bench2 [20] and TableVQA [19]. To provide broad com-
parisons, we include general-purpose VLMs with diverse
sizes and architectures, specific experts models, as shown
in Tab.1.

Twin-T-7B achieves the highest overall score (719.94)
and sets the strongest open-source results across a
broad range of chart-table benchmarks, including AI2D,
CharXivR, LogicVista, SEEDBench2, TableVQA, and our
TwintVQA. Twin-T-1B also performs competitively de-
spite being much smaller, and surpasses many larger
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Table 1. Performance results on public chart-table benchmarks. Best scores are highlighted in blue, and second-best scores in green;
CharXivD and CharXivR denote chart description and chart reasoning respectively; “Overall” is the total score; “†” denotes small models
(≤ 4B); “↑” indicates higher is better; “–” denotes a failure on that benchmark.

Models AI2D↑ CharXivD↑ CharXivR↑ ChartMimic↑ ChartQA↑ LogicVista↑ OCRVQA↑ SEEDBench2↑ TableVQA↑ TwintVQA↑ Overall↑
General-Purpose Vision-Language Models

Gemma3-12B[38] 45.66 25.32 13.50 19.74 28.13 20.58 39.12 29.38 35.73 26.43 283.59
Gemma3-27B 74.45 58.58 27.70 56.40 42.24 38.26 54.24 61.09 60.53 38.52 511.77
Kimi-VL-16B[39] 83.03 63.41 28.50 36.23 83.40 36.91 82.42 68.64 68.85 57.17 608.15
LlamaV-3.2-11B[1] 70.14 63.32 26.30 21.29 60.28 33.78 26.16 66.45 23.17 35.09 425.98
† Ovis2-1B[26] 76.52 58.80 27.60 10.83 74.92 25.50 70.18 61.48 52.87 37.17 495.87
Ovis2-8B 86.72 72.87 39.50 45.50 84.36 39.37 68.58 70.09 73.60 56.63 637.22
Phi4-Vision-6B[2] 83.19 60.72 31.10 – 83.08 36.24 60.35 68.69 67.12 42.33 532.82
† Qwen2.5-VL-3B[3] 81.31 61.62 27.80 32.65 83.96 37.36 70.35 68.47 69.98 50.31 583.81
Qwen2.5-VL-7B 80.83 76.32 38.30 37.40 86.32 46.09 70.90 69.61 74.28 51.36 631.09
SAIL1.6-VL-8B[11] 87.50 72.98 39.10 13.31 85.96 41.39 80.92 71.10 54.87 53.22 600.35
LLaVA-Next-8B[21] 73.28 44.90 15.60 19.52 69.36 25.50 61.36 56.83 42.48 21.09 429.92
LLaVA-Next-13B 70.27 38.35 14.10 13.71 57.16 26.62 64.84 54.46 39.78 19.30 398.59
LLaVA-1.5-7B[25] 52.75 38.25 8.50 – 17.80 24.83 48.08 41.63 18.43 13.34 263.61
LLaVA-1.5-13B 56.57 36.78 8.80 – 19.48 27.07 51.17 44.36 19.50 15.28 279.01

Chart-Table Expert Vision-Language Models
ChartLlama-13B[15] 59.39 31.85 12.60 32.13 82.16 30.20 75.05 44.58 39.57 22.62 430.15
ChartVLM-8B[41] 37.27 25.55 11.30 30.11 69.64 24.83 61.95 36.58 56.14 13.80 367.64
† ChartGemma-3B[28] 32.51 27.93 17.80 25.95 68.06 20.81 57.74 32.32 56.51 19.85 361.11
† ChartCap-4B[24] 76.59 60.59 31.10 21.03 73.40 26.17 62.53 62.14 53.68 28.14 495.37
ChartAst-13B[29] 77.62 75.36 41.25 28.14 83.40 30.17 73.90 68.56 71.20 51.38 600.98
SynTab-7B[50] 62.63 51.73 27.47 32.72 70.24 22.93 67.12 52.16 48.52 45.83 481.35

API Vision-Language Models
GLM-4.5V-106B[16] 85.72 76.53 51.70 42.31 86.76 52.35 58.11 72.90 80.08 60.62 667.08
GPT-4o[17] 81.44 85.08 47.80 61.83 93.12 57.05 70.57 73.12 77.82 67.06 714.89
GPT-4o-Mini 77.23 72.58 45.35 41.92 81.84 40.72 18.65 68.82 65.17 50.94 563.22
Gemini-2.5-Pro[9] 89.80 82.42 50.23 64.22 90.41 58.50 73.24 73.81 78.05 63.58 724.26
Gemini-2.5-Flash 72.36 69.25 39.25 50.80 75.68 45.02 42.33 50.94 76.02 59.64 580.65

Our Models
† Twin-T-1B 80.57 78.25 33.20 15.16 80.16 31.32 72.17 66.80 59.78 58.79 576.20
Twin-T-7B 90.77 84.88 57.10 34.37 91.88 59.06 77.28 74.13 80.27 70.20 719.94

VLMs. Twin-T falls short mainly on OCR-heavy and code-
reconstruction tasks. The gaps are driven by two factors:
model size and data scale. Our models have fewer pa-
rameters and are trained on a smaller datasets than large
commercial or API VLMs, which limits OCR coverage
and code-reconstruction priors. Twin-T remains state-of-
the-art among open-source models, surpasses GLM-4.5V-
106B, and remains competitive with GPT-4o and Gemini-
2.5-Pro.

TwintVQA Task Types and QA Lengths Analysis. To
further evaluate the Twin-T model and other VLMs on di-
verse chart–table tasks performance, we conduct the group-
ing experiments on TwintVQA benchmark, grouping results
by task types and by QA lengths, as shown in Tab.2.

Twin-T-7B achieves the strongest open-source results on
TwintVQA. It scores 91.36 on Multiple Choice (MC), 91.69
on LaTeX Analysis (LA), 76.04 on Numerical QA (NQA),
66.49 on Open QA (OQA), 90.58 on Python Analysis (PA),
and 83.57 on Table-to-LaTeX (T2L), and remains compet-
itive on other tasks such as Image Summary (IS). Twin-
T-1B also outperforms other small models, especially on
NQA and OQA, showing that even at 1B scale it can ex-
tract numbers and make comparisons reliably. A remain-
ing challenge is Chart-to-Python (C2P), where performance
is lower for most models. Unlike LaTeX generation, C2P
requires faithful program reconstruction and flexible code

synthesis, which likely needs code-aligned supervision and
larger model capacity.

Across QA length buckets, Twin-T-7B is best on Long
(61.16) among open-source models, and remains strong on
Medium (69.70) and Short (70.91). Twin-T-1B also scores
well relative to other models of similar size.

TwintVQA Chart and Table Types Analysis. To as-
sess model performance across different chart-table types,
and to validate the benchmark’s coverage, we conduct more
evaluations on TwintVQA, as shown in Tab.3.

Across chart-table types, Twin-T-7B outperforms open-
source models and GLM-4.5V-106B on many structure-
heavy chart types (e.g., Bar, Box, Composite and Donut).
It is even competitive with GPT-4o. Twin-T-1B also leads
among small models (≤4B). Overall, on our TwintVQA
benchmark the gains align with our design: Stage 1 sepa-
rates structure from detail, and Stage 2 adds numeric pref-
erence learning. Together these steps help the model track
axes, grids, and layout while keeping numbers and compar-
isons accurate.

4.3. Parameter-Sensitive Experiments
Parameters Analysis. We study three Stage 1 parame-
ters, α, τ , and λ, and report their effects on performance
in Fig. 4. All three parameters show clear, stable optima.
For α, performance increases as α grows from 0 to about
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Table 2. Performance of VLMs across task types and question-answering lengths on our TwintVQA benchmark.

Task Types Length TypesModels C2P↑ MC↑ IA↑ IS↑ LA↑ LS↑ NQA↑ OQA↑ PA↑ PS↑ T2L↑ Long↑ Medium↑ Short↑
General-Purpose Vision-Language Models

Gemma3-12B 1.05 41.26 35.82 15.53 32.81 58.75 28.14 20.58 46.11 46.06 4.77 15.79 28.99 25.96
Gemma3-27B 4.72 53.08 56.88 24.13 35.18 45.95 38.75 34.25 47.36 40.26 43.70 38.05 43.38 36.78
Kimi-VL-16B 12.06 71.18 76.19 40.83 79.50 75.62 56.17 52.57 81.23 74.14 54.36 47.27 65.12 54.85
LlamaV-3.2-11B 2.69 60.84 31.63 15.09 76.84 46.24 36.43 32.05 61.69 61.45 31.38 27.65 35.20 35.48
† Ovis2-1B 4.75 52.23 49.09 27.42 57.01 48.50 33.59 35.82 50.87 54.26 17.10 25.83 38.67 37.29
Ovis2-8B 11.83 77.54 73.36 45.73 81.25 65.31 49.27 50.52 76.67 74.62 40.68 43.16 60.56 55.74
Phi4-Vision-6B 9.12 56.32 45.86 27.12 71.83 54.21 46.73 43.86 72.08 66.76 11.35 27.59 40.89 43.72
† Qwen2.5-VL-3B 8.57 65.02 66.73 33.28 77.44 65.40 46.83 46.51 75.08 67.79 49.74 43.99 57.38 48.10
Qwen2.5-VL-7B 13.80 65.23 73.51 32.64 82.03 67.95 45.88 43.54 80.63 68.57 58.74 49.46 64.02 46.86
SAIL1.6-VL-8B 11.51 72.38 57.50 34.39 77.72 25.83 66.22 51.41 77.04 57.07 40.92 38.72 50.65 55.07
LLaVA-Next-8B 0.49 41.39 13.95 8.25 61.75 53.74 19.47 17.09 60.20 59.95 9.44 13.18 22.41 21.08
LLaVA-Next-13B 0.65 35.59 17.65 8.14 48.05 53.45 18.38 16.13 49.47 52.71 3.22 7.44 21.37 19.24
LLaVA-1.5-7B 0.35 30.39 3.30 3.07 56.08 51.83 11.10 10.31 43.58 46.66 2.96 12.17 13.55 13.33
LLaVA-1.5-13B – 35.23 3.84 4.94 56.64 64.93 11.39 12.45 52.91 54.66 0.56 13.20 14.76 15.59

Chart-Table Expert Vision-Language Models
ChartLlama-13B 3.33 41.54 11.16 2.15 55.94 65.11 39.47 19.34 30.56 55.31 – 15.09 19.61 24.31
ChartVLM-8B – 29.23 11.37 1.52 49.69 96.25 10.70 6.45 51.67 22.50 4.55 10.53 19.01 11.79
† ChartGemma-3B – 28.85 3.90 8.26 29.19 12.50 33.98 26.37 30.28 38.12 2.27 6.58 10.61 24.46
† ChartCap-4B 0.83 48.46 28.01 5.30 81.25 50.50 25.31 27.14 62.22 52.50 – 19.74 30.51 27.63
SynTab-7B 14.34 39.84 52.93 45.75 48.21 40.64 46.62 52.14 46.55 52.15 38.01 36.84 44.01 47.02
ChartAst-13B 14.06 59.99 53.02 46.13 62.79 52.26 60.18 48.93 60.11 56.57 58.91 45.23 49.89 52.28

API Vision-Language Models
GLM-4.5V-106B 23.44 77.55 80.93 45.45 87.63 76.43 53.35 54.49 88.82 77.45 53.57 56.43 70.66 57.20
GPT-4o 31.13 74.62 94.59 59.89 87.50 91.25 55.56 61.18 82.61 87.81 44.09 62.89 77.37 62.97
GPT-4o-Mini 15.23 62.81 75.02 39.01 87.54 72.19 42.31 42.64 85.77 85.60 36.69 47.14 63.97 46.41
Gemini-2.5-Pro 10.33 80.01 93.96 46.55 85.12 85.85 50.25 61.34 72.50 74.88 54.55 47.11 73.77 60.24
Gemini-2.5-Flash 8.25 78.21 89.11 34.95 86.25 95.12 51.77 53.03 71.67 71.88 52.05 46.58 70.39 54.93

Our Models
† Twin-T-1B 6.05 74.85 60.88 43.16 67.53 67.19 68.73 61.21 70.15 72.02 57.94 41.40 54.30 61.45
Twin-T-7B 18.61 91.36 73.70 54.38 91.69 71.88 76.04 66.49 90.58 82.07 83.57 61.16 69.70 70.91

4, then declines slightly. For both 1B and 7B, α ≈ 4 per-
forms best: the gate is sharp enough to separate structure
from detail, but not so hard that it amplifies local noise. For
τ , we sweep ascending quantiles p0, p25, p50, p75, p90 and
find the 7B peak at p50, while the 1B model peaks at p50 or
p75. Low τ retains background clutter and spurious strokes;
very high τ removes thin axes and weak but informative
contours. The two model scales differ in sensitivity: the 7B
model is tolerant around the median, whereas the 1B model
benefits from a slightly higher cutoff to suppress noise. For
λ, the 7B model peaks near λ≈1, while the 1B model peaks
around λ≈ 0.5, performance declines when λ moves away
from these optima. A small λ leaves structural leakage in
the EImg branch and blurs detail tokens, whereas a large λ
subtracts too much and removes useful layout cues.

Structure Image Extraction. We test five structure
extraction methods: Canny [10], Sobel [12], Scharr [33],
Laplacian [31], and HED [43]. In brief, Canny yields
the best speed–performance trade-off: it adds only ∼
0.008 s/image during inference, which is negligible com-
pared with the ∼ 0.02 s/output-token. Other extractors are
more sensitive to background clutter and spurious details,
tending to over-extract irrelevant high-frequency patterns,
which weakens structure and detail separation.
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Figure 4. We examine how α, τ , and λ affect the Twin-T’s per-
formance. “w/o TwintVQA” denotes the aggregate score over all
public benchmarks, excluding our TwintVQA.

4.4. Ablation Studies

We quantify the contribution of each module. First, we ab-
late the two training stages, as shown in Tab.4, where “✓”
denotes inclusion and “✗” denotes exclusion. The results
indicate that removing either stage leads to performance
degradation. To further pinpoint where the performance
gains come from, we ablate key components within each
stage: in Stage 1, the dual-head encoder, the structure-aware
gating, and the Schur-style fusion, as shown in Tab.5.

Removing the dual-head encoder leads to the largest
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Table 3. Performance of different VLMs across chart-table types on our TwintVQA benchmark.

Chart-Table TypesModels Bar↑ Box↑ Bubble↑ Candle↑ Composite↑ Donut↑ Gantt↑ Heatmap↑ Line↑ Pie↑ Radar↑ Rose↑ Sankey↑ Scatter↑ Stacked↑ Table↑ Waterfall↑
General-Purpose Vision-Language Models

Gemma3-12B 25.65 35.76 31.50 51.11 34.44 36.73 18.89 23.04 23.18 36.50 28.75 20.19 13.21 40.54 23.08 20.97 23.57
Gemma3-27B 38.49 39.83 34.75 38.38 35.68 50.72 28.91 33.20 40.01 46.36 38.82 35.50 34.45 44.88 36.32 40.27 37.25
Kimi-VL-16B 64.14 55.63 58.09 48.89 60.36 64.80 48.40 57.31 60.73 61.39 54.47 48.39 48.07 62.77 53.85 61.02 59.19
LlamaV-3.2-11B 36.53 36.84 37.25 33.98 31.29 43.18 22.02 34.33 40.22 39.32 29.89 27.40 26.65 42.45 38.05 40.12 35.11
† Ovis2-1B 41.92 36.80 38.51 39.11 35.19 47.84 28.44 39.14 38.98 44.65 39.19 29.29 28.17 41.59 37.29 35.15 44.89
Ovis2-8B 67.10 55.07 66.89 54.11 45.56 64.54 44.93 52.04 68.77 69.15 55.25 37.04 46.82 51.96 48.46 61.03 75.04
Phi4-Vision-6B 49.39 42.72 47.11 42.38 48.50 50.41 32.92 41.46 48.56 53.10 41.06 39.21 33.38 50.62 39.50 39.75 43.23
† Qwen2.5-VL-3B 56.77 49.33 51.54 40.11 52.42 55.49 34.70 46.80 55.17 57.62 50.74 46.07 40.22 57.95 40.75 56.47 57.83
Qwen2.5-VL-7B 60.83 43.44 48.95 43.12 51.28 56.21 42.43 48.36 55.18 60.99 48.91 47.05 42.75 52.94 46.54 59.57 53.05
SAIL1.6-VL-8B 63.18 53.28 54.33 44.46 54.12 60.50 47.83 49.16 58.75 59.40 55.96 47.13 44.92 54.68 47.65 54.65 50.05
LLaVA-Next-8B 21.83 20.28 26.08 22.46 17.30 28.59 10.62 21.90 25.52 23.71 17.28 14.77 14.23 24.81 19.67 24.89 23.84
LLaVA-Next-13B 19.64 18.77 21.70 26.38 15.47 27.47 10.89 19.50 22.73 23.40 15.87 13.29 12.75 26.12 21.15 20.21 24.28
LLaVA-1.5-7B 9.54 12.70 15.80 13.52 4.84 16.71 5.94 16.15 13.17 17.87 11.17 11.18 9.05 12.24 13.22 17.81 11.39
LLaVA-1.5-13B 13.08 14.13 15.84 19.71 9.52 19.50 10.09 17.76 12.05 18.86 12.83 14.55 9.01 15.92 8.68 19.40 14.82

Chart-Table Expert Vision-Language Models
ChartLlama-13B 31.60 24.90 29.50 35.16 30.78 14.57 17.39 24.28 29.86 17.25 19.55 21.26 20.39 18.46 7.54 23.38 45.36
ChartVLM-8B 10.20 16.38 15.78 21.67 33.18 12.38 4.09 13.04 10.86 9.25 5.15 8.52 13.04 16.96 25.92 20.28 18.57
† ChartGemma-3B 32.55 10.17 23.83 44.44 27.56 30.08 18.46 14.72 26.50 29.90 11.12 10.93 8.61 20.71 23.46 17.19 42.79
† ChartCap-4B 27.55 31.90 35.28 26.11 40.04 34.92 18.48 22.09 30.05 29.75 30.22 27.78 25.23 41.50 29.62 23.43 39.57
SynTab-7B 45.27 47.03 46.30 45.05 49.90 45.58 45.33 45.31 47.27 45.96 47.35 44.35 43.77 48.57 47.08 44.88 46.09
ChartAst-13B 51.41 51.34 49.93 47.98 53.89 50.98 50.87 50.67 52.56 50.55 51.59 48.77 43.58 51.34 50.75 55.37 51.37

API Vision-Language Models
GLM-4.5V-106B 65.99 55.99 58.04 61.02 58.74 70.12 51.76 59.58 57.66 66.47 62.47 57.39 52.42 63.05 58.49 64.48 62.45
GPT-4o 78.13 59.24 74.44 82.78 69.44 71.49 45.07 63.24 77.50 81.75 68.48 61.11 57.36 80.61 55.38 68.82 82.86
GPT-4o-Mini 53.12 45.77 54.84 48.18 57.10 57.34 39.72 51.78 54.58 55.27 55.75 42.38 42.88 58.70 49.58 53.58 49.89
Gemini-2.5-Pro 67.21 49.48 69.72 79.78 60.05 65.90 48.74 52.91 70.68 79.10 61.62 58.52 58.79 71.96 56.15 71.19 77.50
Gemini-2.5-Flash 53.15 50.75 61.39 73.33 59.44 65.95 42.83 57.54 66.82 72.85 60.88 52.78 38.61 63.75 37.31 68.62 70.71

Our Models
† Twin-T-1B 62.62 59.19 60.87 59.12 58.91 67.21 50.65 61.00 63.81 63.51 61.75 49.08 50.14 58.56 57.04 59.71 56.02
Twin-T-7B 78.92 67.07 71.85 68.39 70.10 76.79 62.45 67.62 75.17 74.81 68.85 57.44 61.62 67.68 66.80 77.69 69.55

Table 4. Stage ablation experiments on Twin-T. “w/o TwintVQA”:
aggregate over public benchmarks excluding TwintVQA.

Models Stage1 Stage2 TwintVQA↑ w/o TwintVQA↑ Overall↑
Twin-T-1B

✓ ✓
58.79 517.41 576.20

Twin-T-7B 70.20 649.74 719.94
Twin-T-1B

✓ ✗
53.93 ▼4.86 475.33 ▼42.08 529.26 ▼46.94

Twin-T-7B 66.93 ▼3.27 608.12 ▼41.62 675.05 ▼44.89

Twin-T-1B
✗ ✓

50.95 ▼7.84 461.87 ▼55.54 512.82 ▼63.38
Twin-T-7B 57.05 ▼13.15 615.47 ▼34.27 672.52 ▼47.42

Table 5. Ablation experiments of Stage 1 modules.

Models TwintVQA↑ w/o TwintVQA↑ Overall↑
Twin-T-1B 53.93 475.33 529.26
w/o Dual-head encoder 49.21 ▼4.72 453.60 ▼21.73 502.81 ▼26.45
w/o Structure gating 51.12 ▼2.81 463.94 ▼11.39 515.06 ▼14.20
w/o Schur-style fusion 51.85 ▼2.08 465.67 ▼9.66 517.52 ▼11.74

Twin-T-7B 66.93 608.12 675.05
w/o Dual-head encoder 61.82 ▼5.11 580.46 ▼27.66 642.28 ▼32.77
w/o Structure gating 62.84 ▼4.09 594.14 ▼13.98 656.98 ▼18.07
w/o Schur-style fusion 61.71 ▼5.22 598.55 ▼9.57 660.26 ▼14.79

degradation, reducing Overall performance by about 5% on
both the 1B and 7B models. Dropping the structure gating
lowers performance by roughly 2.7% for both sizes, and re-
moving the Schur-style fusion causes about a 2.2% drop.
This shows that the dual-head design is the main driver of
Stage 1 gains, while the gate and the Schur fusion each pro-
vide an additional 3% boost.

In Tab.6, NK Acc and Match are both scored by GPT-4o
on a [0, 100] scale and averaged over all QA pairs. NK Acc
shows numerical correctness, and Match reflects how well
the answer is matched in the visual evidence. Entropy is
the average logits entropy on numeric tokens, lower entropy

indicates more confident and stable numeric generation.

Table 6. Ablation experiments of Stage 2 modules.

Models TwintVQA↑ w/o TwintVQA↑ Overall↑ NK Acc (%)↑ Entropy (%)↓ Match (%)↑
Twin-T-1B 58.79 517.41 576.20 84.20 16.80 90.60
w/o Num-Key 52.72 ▼6.07 490.44 ▼26.97 543.16 ▼33.04 81.50 ▼2.70 17.40 ▲0.60 88.30 ▼2.30
w/o Low-Entropy 55.91 ▼2.88 492.17 ▼25.24 548.08 ▼28.12 83.70 ▼0.50 24.90 ▲8.10 88.90 ▼1.70
w/o Txt-Vis 55.06 ▼3.73 503.11 ▼14.30 558.17 ▼18.03 84.00 ▼0.20 20.70 ▲3.90 82.40 ▼8.20

Twin-T-7B 70.20 649.74 719.94 90.60 13.40 95.80
w/o Num-Key 64.82 ▼5.38 627.68 ▼22.06 692.50 ▼27.44 84.70 ▼5.90 15.80 ▲2.40 94.10 ▼1.70
w/o Low-Entropy 66.79 ▼3.41 635.57 ▼14.17 702.36 ▼17.58 89.23 ▼1.37 17.20 ▲3.80 94.60 ▼1.20
w/o Txt-Vis 66.24 ▼3.96 629.41 ▼20.33 695.65 ▼24.29 88.75 ▼1.85 14.20 ▲0.80 89.80 ▼6.00

Num–Key preference drives the largest overall perfor-
mance gains: removing it yields the biggest Overall drops
and the sharpest decline in NK Acc (1B: −2.70%; 7B:
−5.90%), confirming its role in numeric fidelity. Low-
entropy regularization chiefly stabilizes number generation:
ablating it spikes entropy markedly in Entropy metric (1B:
+8.10%; 7B: +3.80%). Text–vision evidence preference
most strongly affects matching level: removing it causes the
largest drop in Txt–Vis Match (1B: −8.20%; 7B: −6.00%).

5. Conclusion
In this paper, we propose Twin-T (1B/7B), a two-stage
trained VLM designed for chart-table tasks, which sepa-
rates structures and details. We also introduce TwintVQA,
a benchmark covering 17 chart types, 11 task types, and
short/medium/long QA lengths. Across open-source VLMs
and API models, Twin-T shows impressive performance on
public chart-table benchmarks, with the 1B model achiev-
ing an overall score of 576.20, and the 7B model reach-
ing 719.94. Among open-source models Twin-T achieves
SOTA performance and even remains competitive with
Gemini-2.5-Pro and GPT-4o.
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