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Figure 1. (a) Difference between self-attention and prune-aware fusion in solving the relevant elements (the blue patches), prune-aware
fusion gained the relevant elements from tokens to drop (the yellow patches), for the query image token or text token (the patches with
four corners green). Our Prune-Aware Fusion transfers information from pruning candidates to retained tokens before removal, enabling
the model to ”look at what you’ll lose.” (b) Performance comparison across eight datasets on Qwen series models. The radial axis shows
min-max normalized scores across all methods, with the dashed line marking baseline (100%).

Abstract

Multimodal Large Language Models (MLLMs) have
achieved remarkable progress in vision–language under-
standing, yet processing long visual token sequences re-
mains computationally expensive. Existing approaches mit-
igate this cost by reducing image tokens, either by dis-
carding them after the visual encoder or by pruning them
in the early Transformer layers of the LLM. While these
strategies improve efficiency, they inevitably discard infor-
mative visual content and risk degrading downstream rea-
soning performance. To address this challenge, we intro-
duce Hi-Lo Prune, a training-free pruning strategy that is

built on a simple principle: look at what you will lose be-
fore you remove it. Instead of directly dropping tokens,
Hi-Lo Prune first identifies which tokens are safe to prune
through a coarse-to-fine selection process, and then encour-
ages the model to absorb their information before prun-
ing occurs. Specifically, the framework consists of three
stages: (1) Hierarchical Pruning Token Selection. Af-
ter visual encoding, we apply a coarse-to-fine process that
identifies tokens to retain and selects a critical set of prun-
ing candidates from redundant ones. (2) Attention-Guided
Candidate Token Merge. Before removing selected to-
kens, an attention mechanism is applied to the early LLM
layers, which explicitly transfers information from these
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candidates to the retained tokens. (3) Low-informative
Candidate Token Removal. At a designated Transformer
layer, the pruned tokens are removed, reducing computa-
tion for all subsequent layers. This design enables ag-
gressive early-layer pruning while preserving critical vi-
sual cues. Experiments on Qwen2-VL, Qwen2.5-VL, and
Qwen3-VL demonstrate that Hi-Lo Prune consistently out-
performs existing pruning methods across multiple bench-
marks, achieving strong performance even under high prun-
ing ratios without any fine-tuning. The code is available at
https://github.com/sealost/Hi-Lo_Prune.

1. Introduction
Multimodal Large Language Models (MLLMs) have re-
cently demonstrated impressive capabilities across diverse
vision-language tasks [5, 12, 57], such as image captioning,
visual question answering, and embodied reasoning[1, 22,
31, 45, 46]. Foundation models such as Qwen [5, 6, 48]
and LLaVA [30] are increasingly adopted in real-world sce-
narios ranging from robotics to multimodal interaction sys-
tems [8, 47], driven by their improving complex reasoning
capabilities [14, 39, 41]. However, their scalability is funda-
mentally constrained by the computational cost of process-
ing dense visual inputs [21, 47, 48]. High-resolution images
and long videos can generate tens of thousands of visual to-
kens [9, 19], leading to quadratic complexity in transformer-
based models [18, 34, 49] and severely limiting deployment
in resource-constrained environments [17].

Training-free visual token pruning methods have shown
that reducing tokens by 50% to 90% can significantly ac-
celerate inference [3, 10, 59] without additional fine-tuning,
enabling seamless generalization across datasets and archi-
tectures. However, these approaches face a critical limita-
tion: they perform token pruning in shallow layers where
the model has not yet fully processed the visual content.
Consequently, the model cannot adequately absorb infor-
mation from dropped tokens, resulting in inevitable perfor-
mance degradation, especially at high pruning ratios. While
progressive multilayer pruning [4, 55] attempts to address
this, it introduces computational overhead and still cannot
fully prevent early-stage information loss.

In this work, we explore a simple yet overlooked prin-
ciple: look at what you will lose. Instead of directly drop-
ping tokens, we argue that the model should first examine
and transfer information from the tokens to be pruned, en-
suring that their essential content is preserved within the
remaining token representations. To realize this, we pro-
pose Hi-Lo Prune, a training-free token pruning method that
combines hierarchical token selection with a novel Prune-
Aware Fusion (PA-Fusion) mechanism that transfers visual
context from to-be-pruned tokens to retained ones. Specifi-
cally, Hi-Lo Prune operates in three stages: (1) Hierarchical

Pruning Token Selection: A coarse-to-fine process identi-
fies tokens to retain and selects a significant set of prun-
ing candidates from redundant ones; (2) Attention-Guided
Candidate Token Merge: Before actual pruning, early lay-
ers transfer key visual information from these candidates to
the retained tokens; (3) Low-informative Candidate Token
Removal: The remaining low-informative tokens are then
removed to accelerate subsequent inference. This design
enables aggressive pruning in the early layers while min-
imizing performance degradation. Our main contributions
are summarized as follows:
• We propose Hi-Lo Prune, a training-free pruning method

guided by the principle of ”look at what you will lose”,
which enables early-layer pruning by transferring visual
context from pruned tokens to kept ones.

• We introduce Prune-Aware Fusion (PA-Fusion), a
lightweight mechanism that allows retained tokens to
absorb information from pruning candidates before re-
moval, ensuring that critical visual content is preserved.

• We perform a coarse-to-fine token selection: coarse selec-
tion on pixel-level features identifies redundant regions,
followed by fine-grained selection on visual token embed-
dings to determine the final set of tokens to retain, while
maintaining computational efficiency.

• As shown in Figure 1, extensive experiments on Qwen2-
VL, Qwen2.5-VL, and Qwen3-VL across 8 benchmarks
demonstrate that Hi-Lo Prune outperforms existing meth-
ods, achieving strong performance even at high pruning
ratios (up to 90%) without requiring fine-tuning.

2. Related works
Multimodal Large Language Models. Recent advances in
MLLMs have shown the effectiveness of integrating large
language models with visual encoders for unified multi-
modal understanding. Early examples such as Flamingo
[2] and PaLI [11] demonstrated the potential of large-
scale vision-language pretraining. Representative models
such as Qwen2-VL, Qwen2.5-VL, and the latest Qwen3-
VL [5, 6, 48] further bridge the gap between visual per-
ception and language generation, supporting diverse tasks
including visual question answering, image-conditioned di-
alogue, and scene reasoning. Meanwhile, lightweight ar-
chitectures such as the Llava family [20, 27, 30] and Mini-
GPT4 [62] show that simplicity can still yield competitive
performance. However, a key limitation of current MLLMs
is the large number of visual tokens generated from high-
resolution images or video inputs. This leads to substantial
computational and memory overhead during both training
and inference [19, 21]. Thus, efficient visual token com-
pression strategies are increasingly essential.
Visual Token Pruning. To reduce the computational
overhead of visual token processing in MLLMs, recent
studies explore visual token pruning strategies, which can
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be training-based or training-free. Training-based meth-
ods [7, 23, 42, 44] fine-tune models or add modules to
learn token importance. While effective, they require re-
training with task-specific data, limiting their applicabil-
ity in resource-constrained settings. Training-free meth-
ods [3, 10, 15, 26, 36, 40, 50, 51, 59, 60] directly oper-
ate on pre-trained MLLMs without fine-tuning and follow
two main strategies: importance-based and diversity-based.
Importance-based approaches, assessing the importance of
visual tokens with text-visual attention such as FastV [10],
SparseVLM [60], and PyramidDrop [51]. However, recent
work demonstrates that attention-shift poses a fundamental
challenge to such approaches, limiting their effectiveness
[58]. Diversity-based methods, including DART [50], Di-
vPrune [3], and CDPruner [59], retain complementary to-
kens using clustering or semantic distance. Despite their
efficiency, existing methods make pruning decisions purely
based on token features. Unlike SparseVLM [60], which
fuses pruned tokens after removal, we let to-be-pruned to-
kens contribute effectively before removal, rather than fix-
ing the loss afterward.

3. Method

In this section, we present the Hi-Lo Prune framework in
a clear and structured manner. We first review existing vi-
sual token pruning methods in Section 3.1, then provide an
overview of Hi-Lo Prune in Section 3.2. Section 3.3 details
our hierarchical token selection from coarse pixel-level fea-
tures to fine-grained embeddings, and Section 3.4 offers a
detailed exploration of the Prune-Aware Fusion mechanism.

3.1. Visual Token Pruning in MLLMs

Modern MLLMs generally consist of a vision encoder fv , a
projector fp, and a large language model fℓ. Given an input
image I ∈ RH×W×3 and a text query, the vision encoder
extracts visual features from the image. The projector then
aligns these features with the language model’s embedding
space, producing visual tokens V = fp(fv(I)) ∈ RN×D,
where N is the number of visual tokens and D is the hid-
den dimension. Simultaneously, the text query is encoded
into text tokens T ∈ RL×D, where L is the length of the
text sequence. These visual and text tokens are concate-
nated as [V;T] and fed into the LLM for further processing.
The key challenge is that N ≫ L in most cases, especially
for high-resolution images, leading to substantial computa-
tional costs. Visual token pruning addresses this by select-
ing a subset of important tokens V̂ ⊂ V with |V̂| = K
(where K < N ) while maintaining model performance.
The pruning objective is formulated as follows:

V̂∗ = argmin
V̂⊆V,|V̂|=K

D
(
fℓ([V̂;T]), fℓ([V;T])

)
, (1)

where D measures the difference in model outputs before
and after pruning. The pruning ratio is defined as r =
1−K/N . Existing methods typically prune tokens in early
layers based on attention scores [10, 51] or diversity [3].
Some approaches merge pruned tokens after pruning [60],
but this often results in a larger number of retained tokens,
which introduces additional computational costs due to the
token merging process.

3.2. Hi-Lo Prune
We propose Hi-Lo Prune, a training-free visual token prun-
ing framework designed to achieve efficient inference in
MLLMs while maintaining performance. Hi-Lo Prune
combines hierarchical token selection with prune-aware fu-
sion, allowing for significant reductions in computational
overhead while minimally impacting model accuracy. The
complete pipeline is illustrated in Figure 2. Before the
LLM decoding phase, given an input image I and a tar-
get pruning ratio r, we first apply the hierarchical selec-
tion (§3.3) to identify the final retained token set K of size
K = (1 − r) · N . In parallel, we generate an intermediate
set F , which contains approximately 30% of the total vi-
sual tokens and represents the most important tokens among
those to be dropped. Next, we apply the prune-aware fusion
mechanism (§3.4) in the layers before the target prune layer
to transfer information from F to K. At the prune layer, we
remove all other tokens, retaining only K for subsequent
layers. By combining these techniques, Hi-Lo Prune ef-
fectively reduces the number of visual tokens fed into the
LLM, enabling faster and more efficient inference than re-
cent methods.

3.3. Hierarchical Token Selection
Hierarchical feature representations have proven essential
in modern vision systems [29, 33], where shallow layers
capture fine-grained texture details while deep layers en-
code abstract semantic concepts [56]. In spired by the func-
tional multi-level features, we propose a hierarchical token
selection strategy that combines texture information from
pixel-level features with semantic-level features aligned to
the LLM’s embedding space.

As shown in Algorithm 1, given an input image I of
size C ×H ×W , we first partition it into non-overlapping
patches of size p×p, resulting in N = H×W

p2 patches. Each
patch is flattened into a vector, forming pixel-level features
P ∈ RN×Dp , where Dp = Cp2. Subsequently, we ex-
tract semantic-level features V = fp(fv(I)) from the vi-
sion encoder and the projector. By using these features, we
perform the selection process in two stages: (1) Coarse se-
lection uses pixel-level features P to select αK candidate
tokens (where relaxation factor α > 1), filtering out glob-
ally redundant patches; (2) Fine selection refines the se-
lected set S using semantic-level features V to select the
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Figure 2. Overview of Hi-Lo Prune. Hi-Lo Prune operates in three stages. First, it determines the retained token set and identifies which
tokens should be enhanced through coarse selection using texture features and fine selection using semantic features before LLM prefilling.
Second, prune-aware fusion is applied to boost the attention scores of selected to-be-pruned tokens across related retained tokens before
the pruning layer, thereby smoothly reducing visual information loss. Third, single-layer pruning is performed to retain only the selected
tokens. This design enables efficient inference while preserving model performance.

final K tokens. After the selection process, we obtain both
the final set of retained tokens and a subset of pruned tokens
F . Specifically, F consists of tokens that are selected in the
coarse stage but discarded in the fine stage, accounting for
approximately 30% of the original tokens. These pruned to-
kens will be leveraged for information transfer in the subse-
quent fusion stage. Both selection steps use the same greedy
algorithm, which maximizes diversity by iteratively select-
ing tokens that are farthest apart from already selected to-
kens. We use cosine similarity d(xi,xj) = 1− xi·xj

∥xi∥∥xj∥ to
measure the distance between tokens.

3.4. Prune-Aware Fusion
To mitigate the information loss from early-layer pruning,
we modify the attention mechanism in the first few layers
to enable information transfer from to-be-pruned tokens to
retained tokens before discarding.
Adaptive Fusion. Given the retained token set K and
prune-aware fusion set F identified in §3.3, we selectively
boost attention between tokens in K and those in F , where
the boosting strength is proportional to the original attention
affinity. As illustrated in Figure 2, let A = QKT ∈ Rq×k

denote the attention logits in layer ℓ, where q is the number
of queries and k is the number of keys. For each position
(i, j) where i /∈ K (retained visual token and text token)
and j ∈ F (to-be-pruned token), we compute:

Ãij = Aij+λ·Aij ·1 [softmax(A)ij > τ ∧ j ∈ Top-ki] ,
(2)

where λ is the fusion strength, τ is an adaptive threshold,
Top-ki denotes the top-k keys for query i, and 1[·] is the in-
dicator function that equals 1 when the condition is true and
0 otherwise. The softmax operation is subsequently applied
to Ã within the early fusion layers. This design ensures
that to-be-pruned tokens with high attention affinity to re-
tained tokens have their connections significantly strength-
ened, while irrelevant token pairs remain unaffected to pre-
serve the original pattern.

4. Experiment
In this section, we provide an overview of the experiments
evaluating Hi-Lo Prune. §4.1 details the datasets, models,
and metrics. §4.2 presents key insights, followed by a com-
parison with existing methods in §4.3. The efficiency of our
approach is analyzed in §4.4, and §4.5 examines the contri-
bution of the main components.

4.1. Experimental Settings
Baselines and Models We compare Hi-Lo Prune with two
sets of baselines. The first includes single-layer pruning
methods—FastV [10], DART [50], CDPruner [59], and Di-
vPrune [3]—which, like Hi-Lo Prune, are plug-and-play
and require no fine-tuning. For multi-layer pruning, we
compare with PyramidDrop [51] and SparseVLM [60], us-
ing fixed pruning layers and ratios for fairness. Addition-
ally, Our primary comparison is based on the Qwen series,
including Qwen2-VL-2B [48], Qwen2.5-VL-7B [6], and
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Algorithm 1: Hierarchical Token Selection
Input: Image I, target token count K, relaxation factor α
Output: Selected indices S, fusion indices F

1 Extract pixel-level features P ∈ RN×Dp ;
2 Extract semantic-level features V ∈ RN×D;
3 Initialize S = {1, . . . , N} ; // All token indices
4 for (F,M) ∈ [(P, αK), (VS ,K)] do
5 // Select M tokens from features F
6 if M = αK then
7 Scoarse ← S

; // Store coarse selection
8 Initialize T = ∅ and candidate poolR = S;
9 Compute pairwise distances d(Fi,Fj) for all

i, j ∈ R;
10 // Select first token
11 for i ∈ R do
12 d

(i)
min = minj∈R,j ̸=i d(Fi,Fj);

13 k = argmaxi∈R d
(i)
min;

14 Move k fromR to T ;
15 // Iteratively select subsequent tokens
16 while |T | < M do
17 for i ∈ R do
18 d

(i)
min = minj∈T d(Fi,Fj);

19 k = argmaxi∈R d
(i)
min;

20 Move k fromR to T ;
21 S ← T ; // Update selected set

22 F ← Scoarse \ S ; // Pruned tokens for fusion
23 return S, F ;

Qwen3-VL-8B [54], as they represent state-of-the-art mul-
timodal models widely used in recent research. Addition-
ally, we also conduct experiments on the Llava 1.5-7B [30]
model, demonstrating the generalizability and robustness of
our approach across different architectures.
Datasets and Metrics We evaluate Hi-Lo Prune on nine
benchmark datasets covering diverse visual reasoning tasks.
These include VQA benchmarks (SQA [35], ChartQA [37],
VizWiz [16]), high-resolution visual inputs (DocVQA [38],
TextVQA [43]), visual illusions (POPE [25]), and higher-
level reasoning tasks (MME [61], MMB [32], MMB-
CN [32]). Additionally, we measure total and pre-filling
times on the same device to assess the practical feasibility
of our approach. Following the methodology of FastV [10],
we also compute inference FLOPs to compare the compu-
tational costs of different methods. This dual evaluation of
accuracy and efficiency provides a thorough analysis of Hi-
Lo Prune’s effectiveness and its practical applicability.
Implementation Details In our experiments, pruning is
performed at fixed layers. For single-layer pruning, we
prune at the second layer, while for multi-layer pruning, we
prune at the 4th, 8th, and 16th layers. To evaluate pruning
performance at higher pruning ratios, we set pruning rates
to 10% and 20%. Additionally, we apply Prune-Aware Fu-

Figure 3. Logit distribution trajectories in PCA-projected 2D
space. Cyan arrows show deviation caused by pruning (Origin→
Pruned), while green arrows show recovery through prune-aware
fusion (Pruned→ Fused). Top-25 samples with largest improve-
ments are shown for clarity.

Figure 4. Distribution of L2 distances from origin logits. Prune-
aware fusion (green) consistently reduces the distance compared
to pruning alone (cyan), indicating better preservation of original
prediction patterns.

sion (PA-Fusion) for information transfer in the first two
pruned layers. Notably, our method supports FlashAtten-
tion [13] integration. In early layers, the fusion process,
which operates on the fusion token subset F , can be com-
puted in parallel with the standard self-attention accelerated
via FlashAttention, further improving overall efficiency.

4.2. Insights

To understand how prune-aware fusion affects model pre-
dictions, we analyze the logit distributions across four
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Setting Methods SQA POPE TextVQA DocVQA MMBVal MMB-CNVal MME VizWizVal Avg.

Vanilla Qwen2-VL-2B 65.34% 88.47% 74.80% 90.00% 78.52% 78.61% 1873.55 39.01% 100.00%

Retain
20%

FastV(eccv24) 62.62% 80.41% 65.39% 57.00% 73.71% 71.05% 1687.60 37.75% 88.57%
DART(emnlp25) 63.11% 80.06% 62.49% 36.00% 72.94% 70.70% 1693.65 31.62% 83.11%
DivPrune(cvpr25) 63.46% 84.63% 68.09% 67.00% 74.40% 72.77% 1741.55 36.11% 91.39%
CDPruner(nips25) 62.72% 82.60% 61.33% 48.00% 72.59% 71.13% 1705.93 33.64% 85.61%
Hi-Lo Prune 66.19% 83.70% 69.68% 69.00% 76.46% 73.80% 1878.72 36.85% 93.97%

Retain
10%

FastV(eccv24) 59.30% 70.21% 56.63% 39.00% 64.35% 66.38% 1504.51 34.87% 78.16%
DART(emnlp25) 60.83% 71.61% 51.53% 21.00% 71.74% 66.24% 1517.31 31.62% 75.49%
DivPrune(cvpr25) 62.17% 79.27% 61.32% 48.00% 73.37% 68.04% 1642.32 32.69% 83.94%
CDPruner(nips25) 61.48% 77.08% 54.33% 33.00% 70.10% 66.67% 1664.26 30.64% 79.00%
Hi-Lo Prune 65.75% 78.46% 64.85% 53.00% 72.51% 71.65% 1750.61 36.76% 88.26%

Vanilla Qwen2.5-VL-7B 84.38% 88.38% 68.92% 92.00% 86.25% 86.25% 2245.20 40.80% 100.00%

Retain
20%

FastV(eccv24) 77.74% 82.58% 67.02% 69.00% 78.61% 77.78% 1863.23 38.46% 89.55%
DART(emnlp25) 75.46% 82.22% 58.07% 43.00% 80.76% 80.93% 1886.26 33.04% 83.24%
DivPrune(cvpr25) 77.29% 86.00% 64.65% 71.00% 81.78% 82.13% 2079.52 37.61% 91.84%
CDPruner(nips25) 74.86% 83.92% 60.75% 44.00% 80.41% 79.21% 1919.88 33.94% 84.18%
Hi-Lo Prune 78.28% 85.14% 62.60% 79.00% 83.93% 82.13% 2145.62 38.44% 95.04%

Retain
10%

FastV(eccv24) 72.73% 74.46% 62.47% 44.00% 64.26% 62.68% 1517.59 35.26% 82.61%
DART(emnlp25) 72.88% 74.82% 49.10% 23.00% 76.46% 75.32% 1625.71 27.62% 79.76%
DivPrune(cvpr25) 75.36% 83.22% 58.20% 53.00% 79.98% 78.26% 1906.50 35.14% 92.42%
CDPruner(nips25) 72.38% 79.52% 53.99% 34.00% 76.20% 74.89% 1681.66 30.52% 83.87%
Hi-Lo Prune 77.40% 83.72% 60.65% 56.00% 81.62% 79.30% 1948.78 37.08% 93.51%

Vanilla Qwen3-VL-8B 68.22% 88.53% 76.85% 96.00% 89.78% 89.26% 2390.83 48.01% 100.00%

Retain
20%

FastV(eccv24) 62.27% 81.92% 63.90% 54.00% 81.53% 80.83% 1880.90 44.04% 84.37%
DART(emnlp25) 65.49% 83.21% 62.85% 46.00% 84.19% 83.25% 2017.75 41.62% 84.73%
DivPrune(cvpr25) 65.29% 86.80% 70.08% 72.00% 84.45% 82.82% 2087.74 45.92% 91.22%
CDPruner(nips25) 74.76% 85.13% 67.86% 70.00% 84.71% 82.63% 2121.00 45.08% 92.06%
Hi-Lo Prune 71.29% 86.74% 70.60% 68.00% 85.82% 84.28% 2156.45 45.98% 92.64%

Retain
10%

FastV(eccv24) 61.82% 74.02% 52.69% 28.00% 73.54% 72.77% 1649.08 38.27% 73.01%
DART(emnlp25) 63.51% 77.53% 13.70% 29.00% 80.15% 78.01% 1775.15 36.99% 69.58%
DivPrune(cvpr25) 65.29% 83.08% 65.21% 52.00% 80.84% 78.09% 1896.92 43.76% 84.57%
CDPruner(nips25) 74.02% 81.34% 61.41% 52.00% 80.66% 78.44% 1967.56 42.52% 85.38%
Hi-Lo Prune 75.71% 83.51% 64.29% 48.00% 80.93% 79.81% 2042.58 44.85% 87.17%

Table 1. Comparison of Hi-Lo Prune with baselines across different Qwen-VL models. Results are reported on eight benchmarks
under 80% and 90% token pruning. Hi-Lo Prune consistently achieves the best average performance across all models, showing strong
robustness under aggressive pruning.

benchmarks (POPE, SQA, MME, ChartQA). It aims to ex-
amine how prune-aware fusion mitigates the distribution
shift caused by aggressive pruning, helping the model’s pre-
dictions stay closer to the original distribution seen with full
token sets, thereby preserving prediction consistency.

Benchmark
L2 Distance ↓ Cosine Sim. ↑

L2 Reduction (%)
Pruned Fused Pruned Fused

POPE 405.15 370.91 0.9812 0.9830 8.45
SQA 259.93 227.98 0.9818 0.9858 12.29
MME 349.35 312.23 0.9826 0.9849 10.63
ChartQA 968.44 928.85 0.8121 0.8259 4.09

Table 2. Logit distribution statistics across benchmarks. All
metrics compare against the original (full tokens).

For each sample, we collect the final-layer logits from
three settings: (1) Origin: full visual tokens without prun-
ing; (2) Pruned: the result of hierarchical token selection
with a 90% pruning ratio, where no prune-aware fusion is
applied; (3) Fused: the result of hierarchical token selection
with prune-aware fusion. Since logits are high-dimensional
vectors (vocabulary size), we apply PCA to project them
into 2D space for visualization, using the same transforma-
tion for all three settings to ensure comparable projections.

Figure 3 visualizes the logit distribution trajectories for
selected samples. Each arrow represents one sample’s
movement: cyan arrows show Origin → Pruned, and green
arrows show Pruned → Fused. Our observations are as fol-
lows: (1) Aggressive pruning (90%) pushes the logit distri-
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butions away from the origin, causing prediction deviation;
(2) prune-aware fusion consistently recovers lost informa-
tion, with green arrows pointing back toward the origin; (3)
This recovery pattern appears across all benchmarks with
different visual characteristics, suggesting that prune-aware
fusion effectively mitigates the negative effects of pruning.

Figure 4 quantifies the deviation using L2 distance be-
tween logits. Table 2 shows that prune-aware fusion re-
duces L2 distance by 4.09%–12.29% and improves cosine
similarity by 0.18%–1.38% across benchmarks. ChartQA
shows smaller improvements, likely due to its complex vi-
sual reasoning that requires more visual content. These
results show that prune-aware fusion effectively mitigates
information loss from aggressive pruning, bringing model
predictions closer to those from the full-token baseline.

4.3. Main Results
We mainly conduct a comprehensive evaluation on the
Qwen series models. As presented in Table 1, we conduct
a thorough evaluation of the single-layer pruning task on
Qwen2-VL-2B, Qwen2.5-VL-7B, and Qwen3-VL-8B with
80% and 90% visual token pruning. The results show that
our method consistently outperforms all baselines across
the Qwen models. Notably, with 90% pruning, our ap-
proach significantly exceeds the performance of all base-
lines, demonstrating its ability to preserve critical informa-
tion even under aggressive pruning. In summary, these re-
sults highlight the effectiveness and scalability of our ap-
proach in single-layer pruning across various pruning sce-
narios.

Methods SQA ChartQA MME MMB-CNVal Avg.

Vanilla 65.34% 76.24% 1873.55 78.61% 100.00%

20%
PDrop 64.75% 54.52% 1829.19 76.29% 91.32%
SparseVLM 65.49% 55.88% 1857.11 75.95% 92.32%
Hi-Lo Prune 65.69% 54.97% 1879.76 76.33% 92.52%

10%
PDrop 63.76% 30.80% 1779.73 75.00% 82.10%
SparseVLM 64.15% 34.84% 1740.44 75.17% 83.41%
Hi-Lo Prune 65.64% 35.96% 1819.42 74.94% 85.02%

Table 3. Evaluation of Hi-Lo Prune against multi-layer prun-
ing baselines on Qwen2-VL-2B. Across four benchmarks and
two pruning ratios, Hi-Lo Prune delivers the best average perfor-
mance, highlighting its advantage in preserving task performance
under strong compression.

Fair Comparison with Multi-layer Pruning Methods.
To further validate our approach, we extend Hi-Lo Prune
to multi-layer pruning and compare it with previous multi-
layer pruning methods, PyramidDrop [51] and SparseVLM
[60]. As shown in Table 3, with pruning ratios of 80%
and 90%, our method consistently outperforms both base-
lines. Additionally, with 90% pruning, our method achieves
a score of 1819.42 on the MME dataset, demonstrating

its strong advantage in cognitive and perceptual reasoning
tasks. Unlike SparseVLM, our hierarchical pruning ap-
proach does not require token recovery but still effectively
collects and utilizes information from pruned tokens, high-
lighting the flexibility and efficiency of our method.

Methods SQA ChartQA MME MMB-CNVal Avg.

Vanilla 62.37% 18.20% 1781.94 67.53% 100.00%

20%

FastV 62.62% 15.68% 1637.89 63.75% 93.22%
DART 62.52% 15.56% 1681.74 63.40% 93.50%
DivPrune 62.92% 16.08% 1687.09 63.11% 94.34%
CDPruner 62.62% 16.56% 1678.61 63.20% 94.80%
Hi-Lo Prune 62.92% 16.72% 1733.04 63.97% 96.18%

10%

FastV 62.62% 14.16% 1479.73 60.14% 87.57%
DART 62.12% 14.88% 1634.80 60.57% 90.70%
DivPrune 62.07% 15.84% 1684.19 59.24% 92.20%
CDPruner 62.22% 15.76% 1599.94 60.36% 91.38%
Hi-Lo Prune 63.01% 16.00% 1677.47 62.42% 93.88%

Table 4. Pruning results of Hi-Lo Prune and baselines on Llava
1.5-7B. Performance is evaluated on four benchmarks with 80%
and 90% token pruning. Hi-Lo Prune maintains strong accuracy
and achieves the highest overall average under both pruning levels.

Results on Llava achitecture. To further assess the effec-
tiveness of our method, we conduct additional evaluations
on the LLaVA 1.5-7B model. As shown in Table 4, the re-
sults on LLaVA mirror those on the Qwen models, with our
approach demonstrating a clear advantage under both 80%
and 90% pruning ratios. Specifically, with 90% pruning,
our method achieves an average score of 93.88%, surpass-
ing the second-best method by 2.5%. This further demon-
strates the robustness and flexibility of our approach.

Overall, these results demonstrate the significant advan-
tage of our method on the different models, highlighting its
superior performance across various tasks and its adaptabil-
ity to advanced models.

4.4. Efficiency Analysis
To evaluate efficiency, we compare Hi-Lo Prune with state-
of-the-art pruning methods on Qwen3-VL-8B using the
MME benchmark under consistent output lengths. The ex-
periment is performed on a single NVIDIA L40S GPU. As
shown in Table 5, by reducing 90% visual tokens, Hi-Lo
Prune achieves a reduction of 85.35% FLOPs (from 2.576
TFLOPs to 0.377 TFLOPs) and reduces total inference time
by 43.75% with a reduction in prefill time of 49.79%. Our
method, which integrates prune-aware fusion mechanisms
with optimized Flash Attention support, significantly out-
performs FastV and DART in both efficiency and accu-
racy. Compared to DivPrune and CDPruner, Hi-Lo Prune
achieves comparable efficiency while maintaining superior
performance with an MME score of 2042.58, demonstrat-
ing the trade-off between accuracy and efficiency with only
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Q: Is this movie originated from the country or region of 
west germany? Please answer yes or no.

CDPruner

❌

FastV

❌

DivPrune

❌

coarse selection fine selection +PA-Fusion

✅
Figure 5. Qualitative comparison of pruning with and with-
out PA-Fusion. PA-Fusion preserves critical regions that baseline
methods may discard, leading to more accurate and reliable an-
swers under aggressive pruning.

14.6% degradation from the vanilla model.

Methods Reduced Reduced Infer MME ↑
Total Time Prefilling Time Flops (T) Score

Vanilla Qwen3-VL-8B 0% 0% 2.576 2390.83
+ FastV 9.64% 7.14% 0.377 1649.08
+ DART 11.30% 3.27% 0.377 1775.15
+ DivPrune 45.34% 53.13% 0.377 1896.92
+ CDPruner 41.52% 48.82% 0.377 1967.56
+ Hi-Lo Prune 43.75% 49.79% 0.377 2042.58

Table 5. Efficiency comparison on the MME benchmark. All
reductions are measured relative to the vanilla Qwen3-VL-8B
model. Hi-Lo Prune achieves a substantial reduction in total and
prefilling time while maintaining the highest MME score among
pruning methods.

4.5. Ablation Study
Effectiveness of Prune-Aware Fusion. To demonstrate the
effectiveness of our PA-Fusion, we conduct extensive ex-
periments by integrating it into existing training-free, text-
agnostic pruning methods, including CDPruner and Di-
vPrune. We evaluated these methods with and without PA-
Fusion across the Qwen models on multiple benchmarks.

As shown in Table 6, PA-Fusion consistently improves
performance across nearly all these methods. Notably, with
90% of visual tokens pruned, CDPruner achieves a 0.45%
improvement on ScienceQA, DivPrune gains 67.96 points

on MME, and our Hi-Lo Prune improves by 1.28% on
ChartQA. These consistent improvements across the Qwen
series models validate the effectiveness and generalizability
of our Prune-Aware Fusion mechanism.
Qualitative Analysis. To further illustrate how PA-
Fusion preserves critical information before pruning, Fig-
ure 5 presents qualitative comparisons between the base-
line methods and our approach with and without PA-Fusion.
During stage 1 of Hi-Lo pruning, the retained boxes repre-
sent candidate tokens for pixel-level pruning. Boxes marked
with green corner triangles indicate tokens that transfer their
semantic content to retained tokens through the attention
mechanism, and the green arrows visualize selected visual
token transfer trajectories. As shown in the first row, base-
line methods sometimes discard critical visual context rele-
vant to the questions, leading to incorrect answers and hal-
lucinations. In contrast, our PA-Fusion mechanism, guided
by the principle of look at what you’ll lose, successfully
preserves these essential regions and produces correct an-
swers. These visualizations demonstrate that PA-Fusion en-
ables more informed pruning decisions by considering what
information would be lost, thereby maintaining semantic in-
tegrity while achieving aggressive compression.

Methods SQA ChartQA MME MMB-CNVal

20%

CDPruner 74.76% 54.28% 2121.00 82.63%
+PA-Fusion 74.86% 54.64% 2145.10 83.42%

DivPrune 65.29% 55.20% 2087.74 82.82%
+PA-Fusion 69.06% 55.72% 2130.75 83.08%

Hi-Lo Prune 70.00% 52.80% 2122.28 84.19%
+PA-Fusion 71.29% 52.88% 2156.45 84.28%

10%

CDPruner 74.02% 37.52% 1967.56 78.44%
+PA-Fusion 74.47% 37.68% 1959.34 78.69%

DivPrune 65.29% 35.76% 1896.92 78.09%
+PA-Fusion 73.13% 43.40% 1964.84 78.52%

Hi-Lo Prune 73.87% 42.64% 2042.10 79.04%
+PA-Fusion 75.71% 43.92% 2042.58 79.81%

Table 6. Impact of PA-Fusion on pruning methods for Qwen3-
VL-8B.Adding PA-Fusion consistently improves performance for
all pruning methods, highlighting its effectiveness in mitigating
performance loss under aggressive token reduction.

5. Conclusion

We introduce Hi-Lo Prune, a training-free visual token
pruning method that preserves critical information before
removal. By hierarchically selecting tokens and explicitly
transferring their information to retained ones, Hi-Lo Prune
enables aggressive pruning without significant performance
loss. Experiments on Qwen2.5-VL-7B model demonstrate
that our method retains over 93.51% of baseline accuracy
when keeping only 10% of visual tokens, outperforming ex-
isting pruning methods across multiple benchmarks.
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